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Abstract

The presence of missing values in flow data severely restricts the use of these data for
billing/customers’ management and network control in water distribution systems. Missing val-
ues are frequent due to problems with metering, acquisition and flow data storage. In order to
reconstruct the missing data, a new procedure is developed, based on a forecasting model which can
accommodate the several seasonality cycles present in the data. This procedure takes advantage
of the large set of historical data available by computing predictions based on data preceding the
missing values (forecasts) but also on the data succeeding them (backcasts), subsequently creating a
combination of both sets of predictions. Additionally, a two-level reconstruction procedure that has
shown good results in the Barcelona water network flow data is implemented and improved upon. A
number of tests are conducted in order to justify the proposed procedures and improvements, including
robustness tests and prediction accuracy comparison tests.
Keywords: Data reconstruction. Flow measurements. Forecasting models. Multiple seasonality.
Water distribution systems.

1. Introduction

The partitioning of water distribution systems into
a set of sub-systems, in which the respective in-
flows are monitored continuously, constitutes a
good method for operational management. By per-
forming data analysis on these water consumption
flow data, it is possible to manage water loss, de-
tect atypical consumption behaviour, and control
the operation of pumps and valves. Therefore, the
existence of a reliable and complete consumption
data history is fundamental. In order to properly
monitor a complex water distribution network in
real time, existing SCADA or telemetry systems
collect and validate data taken regularly from flow
meters and sensors placed throughout the network.
Each flow meter is associated to a District Metering
Area (DMA).

The flow data are often faulty (e.g., missing, du-
plicate or out of range values). Missing data in par-
ticular usually result from problems with the equip-
ment’s power supply, with the communication sys-
tem between the sensors and data loggers, or with
the exiting data storage and processing. In order
to estimate useful statistics, such as the instanta-
neous, daily or monthly water consumption value,
it is necessary to have complete and accurate data.
Besides the importance for billing and customers

management, complete and accurate flow data are
crucial to improve water loss (e.g., night flow analy-
sis) and demand management (e.g., large consumers
consumption analysis). Hence the aim of this study
is flow data reconstruction with accurate values.

The estimation of missing values in time series is
essentially achieved through predictions generated
by a model, which is based on the available data.
As such, the subject of forecasting is key, and is
found frequently throughout the literature. Also,
since this type of intra-day flow data usually shows
strong evidence of daily and weekly cycles [5, 1, 8],
the focus will be mainly on models that can accom-
modate multiple seasonalities. We define seasonal-
ity in a univariate time series as a regular pattern of
changes that repeats over a number of time periods.
In this study, only daily and weekly seasonalities
were considered. Since the complete extent of the
flow data provided for testing consists of one year,
the annual seasonality effect was not considered.

Multiple seasonality models are used, for in-
stance, in electricity load demand forecasting. [9]
investigated the use of a double seasonal ARIMA
model for electricity load demand forecasting in the
context of electric power planning. The data is
regular with half-hour intervals and the model in-
cludes both daily and weekly seasonalities. [7] com-
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pared double seasonal ARIMA and double seasonal
ARFIMA models for forecasting half-hourly elec-
tricity load demand, with the ARFIMA model pro-
ducing slightly better results. [12] proposed a new
exponential smoothing formulation for forecasting
time series with daily and weekly cycles, which pro-
duced good results when compared to other model
forecasts of electricity load data. [6] presented a
simple neural model with local learning for forecast-
ing time series with multiple seasonal cycles, apply-
ing it to electrical load forecasting and comparing
the results with ARIMA and exponential smooth-
ing approaches. Double seasonal models were also
applied to mobility network traffic prediction.

In the context of water demand forecasting, vari-
ous models and techniques were explored. [1] devel-
oped a short-term forecasting procedure of hourly
water demand based on two modules: a daily de-
mand module, which included annual and weekly
seasonalities, and an hourly demand module, which
incorporated the intra-day patterns. [2] exam-
ined the forecasting performance of several univari-
ate time series models (Holt-Winters, ARIMA and
GARCH) in the prediction of daily water consump-
tion. Weekly and yearly cycles were incorporated
into the procedure in order to take into account
both seasonalities, and different combinations of the
forecasts were computed in the interest of improv-
ing accuracy. [3] presented a system for demand
analysis and forecasting in water supply systems
which included a daily demand forecasting model
as well as standard load profiles of hourly consump-
tion. [10] employed a two-level method in order to
validate and reconstruct missing and false flow me-
ter data of a water distribution network: a daily
model based on ARIMA time series and an intra-
day model based on demand patterns.

[4] introduced a model incorporating Box-Cox
transformations, Fourier representations with time
varying coefficients, and ARMA error correction.
The model enables the forecasting of complex sea-
sonal time series such as those with multiple sea-
sonal periods, and was applied to electricity de-
mand, gasoline and call centre data.

In this study, new robust and automatic methods
are proposed to fill missing values in multiple sea-
sonality flow time series. Specifically, two different
methods are constructed based on the work found
on [10] and on [4], respectively.

This paper is structured in the following way. In
Section 2, we present two approaches for flow data
reconstruction and indicate the tests that were con-
ducted in order to select the best reconstruction
method for each approach. In Section 3, we present
the results from the tests, and in Section 4, we draw
the main conclusions from the study.

2. Methodology for data reconstruction
2.1. General overview
This Section is dedicated to the formulation of flow
data reconstruction methods according to two dif-
ferent approaches: the TBATS approach (see Sec-
tion 2.2), and the JQ approach (see Section 2.3).
Several reconstruction methods are presented and
discussed, and the most suitable method is selected
in each approach through comparative analysis and
robustness tests, which are described throughout.
The general training/testing procedure and the
performance measures used are described in Sec-
tion 2.4.

2.2. The TBATS approach
2.2.1 Overview

The TBATS approach refers to the application of
the time series forecasting model TBATS (as de-
scribed in [4]) in data reconstruction methods. In
Section 2.2.2, the TBATS model is formalised. In
Section 2.2.3, we describe and formalise the pro-
posed data reconstruction methods that incorpo-
rate the TBATS model: the Forecast Method, the
Backcast Method and the Combined Method.

2.2.2 The TBATS model

TBATS is an acronym for the key features of the
model: Box-Cox transformation, ARMA errors,
Trend, and Seasonal components (the first T stand-
ing for Trigonometric, as in trigonometric represen-
tation of seasonal components).

The model can be formalised as follows. Consider
a realisation of a stochastic process with N positive
observations, i.e. the sequence of positive observed
data {yt}Nt=1, where yt is the observation at time t.
Applying a Box-Cox transformation defined as:

y
(ω)
t =

{
yωt −1
ω , ω 6= 0

log yt, ω = 0
(1)

with parameter ω, we then have

y
(ω)
t = lt−1 + φbt−1 +

T∑
i=1

s
(i)
t−mi

+ dt, (2)

where

lt = lt−1 + φbt−1 + αdt (3)

is the local level in period t,

bt = (1− φ) b+ φbt−1 + βdt (4)

is the short-run trend in period t with b as the
long-run trend, and

dt =

p∑
i=1

ϕidt−i +

q∑
i=1

θiεt−i + εt (5)
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denotes an ARMA(p, q) process with εt as a
Gaussian white-noise process with zero mean and
constant variance σ2. The smoothing parameters
are given by α and β, while φ represents the damp-
ing parameter, and m1, ...,mT denote the T sea-
sonal periods. Furthermore,

s
(i)
t =

ki∑
j=1

s
(i)
j,t (6)

represents the i-th seasonal component at time t
with the following trigonometric formulation based
on Fourier series:

s
(i)
j,t = s

(i)
j,t−1 cosλ

(i)
j + s

∗(i)
j,t−1 sinλ

(i)
j + γ

(i)
1 dt (7)

s
∗(i)
j,t = −s(i)j,t−1 sinλ

(i)
j + s

∗(i)
j,t−1 cosλ

(i)
j + γ

(i)
2 dt (8)

where s
(i)
j,t is the stochastic level of the i-th sea-

sonal component, and s
∗(i)
j,t is the stochastic growth

in the level of the i-th seasonal component that is
needed to describe the change in the seasonal com-
ponent over time.

The smoothing parameters are given by γ
(i)
1 , γ

(i)
2 ,

and λ
(i)
j = 2πj/mi, while ki denotes the number of

harmonics required for the i-th seasonal component,
with i = 1, . . . , T .

Parameter estimation In order to fit this model
it is necessary to estimate not only the smoothing
parameters and the damping parameter, but also
the Box-Cox transformation parameter ω, as well as
the ARMA coefficients p and q. The implemented R
function ([11]) of the model automatically handles
these estimates, as well as optimal model selection
through AIC ([4]).

2.2.3 Application in data reconstruction
methods

The Forecast Method In order to perform data
reconstruction, the initial idea is to iteratively fit a
forecasting model to the data preceding each se-
quence of consecutive missing values, and then gen-
erate forecasts in order to fill each sequence with
reasonable values. In the scope of this study, this
procedure is referred to as the Forecast Method.

Since the flow data provided for this study con-
sist of 15-minute regular time steps, there are 4 time
steps in a window of 1 hour, and a window of 1 day
is composed of 4 × 24 = 96 time steps. There-
fore, daily and weekly seasonalities are accounted
for with a TBATS model with T = 2 seasonal com-
ponents containing 96 and 96× 7 = 672 time steps,
respectively. The initial approach to flow data re-
construction is then to apply the Forecast Method
(with Daily/Weekly Seasonal TBATS model).

On the other hand, the Forecast Method can also
be applied with other forecasting models. In order
to assess the need for a double seasonal model, the
Forecast Method was applied with a classic ARIMA
model, and also with a TBATS model that accom-
modates the daily seasonality only (with T = 1
seasonal component containing 96 time steps). A
comparative analysis of the prediction accuracy of
the Forecast Method with these three models is ad-
dressed in Section 3.2 as Test 1.

Another concern is defining the window size of
flow data for fitting the model at each iteration.
The selection of the window size for training the
TBATS model is addressed in Section 3.3 as Test 2.

Furthermore, depending on the location of the se-
quence of missing values in the time series, the Fore-
cast Method may not be applicable. For instance,
if the very first values of flow data are missing, the
Forecast Method lacks the flow data needed for fit-
ting the model. In this case, there is a need for
a reconstruction method that incorporates the flow
data succeeding the sequence of missing values in
order to generate predictions for the missing past
values.

The Backcast Method Since we are working
with sufficiently large historical data, it is possi-
ble to compute backcasts in addition to forecasts.
In [13], the notion of backcasting is introduced as
a means to back-forecast the unknown past values.
It is possible to apply this concept in the context
of flow data reconstruction: if we consider a given
sequence of missing values, the flow data succeeding
the sequence may be used to fit a model, thus gen-
erating predictions for the preceding missing values.

In essence, the Backcast Method allows us to pre-
dict missing values in case the Forecast Method is
not applicable due to lack of data. In instances
where both methods are applicable, two sets of pre-
dictions are generated, which can then be combined.

The Combined Method We consider that the
uncertainty of the predictions generated by a time
series forecast model should increase with the size
of the prediction window. As such, given a se-
quence of missing values, the corresponding predic-
tions generated with the Forecast Method are pro-
gressively less reliable as the prediction window ex-
tends. Analogously, the corresponding predictions
generated with the Backcast Method are progres-
sively more reliable. Therefore, when considering a
sequence of missing values, a combination of pre-
dictions generated by the Forecast Method and the
Backcast Method should assign progressively less
weight to the forecast predictions, and progressively
more weight to the backcast predictions.
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The proposed Combined Method consists of a
simple weighted combination of the forecast and
backcast predictions for a given sequence of miss-
ing values, and is constructed as follows:

ci = δi × fci + (1− δi)× bci, i = 1, . . . , l (9)

with

δi =

{
1/2, l = 1
l−i
l−1 , l > 1

(10)

where l is the length of the sequence of missing
values, fci and bci are the i-th component of the
forecast and backcast prediction sequences respec-
tively, and ci is the prediction for i-th component
of the sequence of missing values, as generated by
the Combined Method.

On the occasion that the Forecast Method (resp.
the Backcast Method) is unable to generate predic-
tions due to lack of data, the Combined Method
consists in the application of the Backcast Method
(resp. the Forecast Method) alone. A compara-
tive analysis of the Forecast Method, the Backcast
Method, and the Combined Method is addressed in
Section 3.4 as Test 3.

The Combined Method may also help to attenu-
ate the influence of anomalous data on the predic-
tions, since the values generated by the Combined
Method rely on predictions generated by two mod-
els fitted on disjoint sets of data. The analysis of
this effect is addressed in Section 3.6 as Test 5.

2.3. The JQ approach

2.3.1 Overview

The JQ approach refers to the implementation,
adaptation, and proposed improvements of the flow
data reconstruction method first described in [10].

For simplicity, the original method is referenced
throughout the text as the JQ Method, after the
initials of the first author of [10] and consists of a
two-level procedure. First, an aggregate daily flow
model, built on the basis of an ARIMA model, is
applied to reconstruct the aggregate daily flow data.
Then, a set of daily flow distribution patterns is
determined, which takes into account the intra-day
variation. Finally, the two levels are combined in a
flow model.

In Section 2.3.2, the original aggregate daily flow
model of the JQ Method is formalised, and an alter-
nate method for reconstructing the aggregate flow
data is proposed. In Section 2.3.3, we discuss the
construction of the daily flow distribution patterns
of the JQ Method, and propose a more robust pro-
cedure. In Section 2.3.4, we formulate the resulting
flow model.

2.3.2 Level 1: Aggregate daily flow data re-
construction

Aggregate daily flow data reconstruction is con-
ducted by applying the Forecast Method to aggre-
gate daily flow data, with forecasting models that
are suitable to the aggregate data.

Original ARIMA-based aggregate daily flow
model This model was created after a time se-
ries analysis on daily aggregate data consistently
showed a weekly seasonality and deterministic pe-
riodic components [10]. Let yp(k) be the prediction
for day k. The model structure is given by

yp(k) = −b1y(k − 1)− b2y(k − 2)− b3y(k − 3)

−b4y(k−4)−b5y(k−5)−b6y(k−6)−b7y(k−7),
(11)

where

b1 = a1 − η,
b2 = a2 − ηa1 + η,

b3 = a3 − ηa2 + ηa1 − 1,

b4 = a4 − ηa3 + ηa2 − a1,
b5 = −ηa4 + ηa3 − a2,
b6 = ηa4 − a3,
b7 = −a4

and η = 2 cos(2π/7) + 1.
The Least Squares Method is used in order to ad-

just the model parameters. Furthermore, historical
data free of faults is required.

For simplicity, the resulting reconstruction
method for aggregate daily flow data is referred
to as the Forecast Method (with ARIMA-based
model), denoting the original aggregate data recon-
struction procedure of the JQ Method.

Proposed Weekly Seasonal TBATS model for
aggregate data reconstruction Assuming that
the aggregate daily data retains the weekly season-
ality of the original flow data, it is possible to ac-
curately reconstruct the aggregate daily flow by ap-
plying the Forecast Method with a TBATS model
that accommodates weekly seasonality only. The
proposed model is then a TBATS model with T = 1
seasonal component containing 7 time steps, since
in aggregate daily data each time step corresponds
to 1 day.

For simplicity, the resulting reconstruction
method for aggregate daily flow data is referred
to as the Forecast Method (with Weekly Seasonal
TBATS model).

The aim is then to evaluate and compare the pre-
diction accuracy of both reconstruction methods for
aggregate daily data. This comparative analysis is
addressed in Section 3.5 as Test 4.
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2.3.3 Level 2: Daily flow distribution pat-
terns

The daily flow distribution patterns refer to the typ-
ical daily water consumption patterns, depending
on the month and day of the week. In the scope
of one year of data, there are 7 different days of
the week in each of the 12 months, and therefore
7 × 12 = 84 patterns are determined as follows.
For each month, the days are grouped by day of
the week. In each of the resulting groups, a typi-
cal pattern for that day of the week is constructed
by applying a measure to bind every corresponding
time step, producing an estimate for each of the 96
values of the pattern.

In the original JQ approach, the measure used to
estimate the typical value at each time step is the
mean [10]. In the present study, we will determine
whether replacing the mean with a robust measure,
such as the median, results in more accurate predic-
tions when the flow data contains anomalous data.
For simplicity, the flow data reconstruction meth-
ods are referred to as the JQ Method (with mean),
the JQ Method (with median), respectively. This
test is addressed in Section 3.6 as Test 5.

2.3.4 15-min flow model

The original JQ approach was applied to regular
flow data measured in 10-min intervals, which re-
sulted in daily distribution patterns with 144 val-
ues [10]. However, the flow data provided for the
present study is measured in 15-min intervals, re-
sulting in patterns with 96 values. The original flow
model was then adapted to the resulting 15-min
model, which takes into account the daily/month
variation and is formalised as follows:

yp15(k + i) =
ypat(k, i)∑96
j=1 ypat(k, j)

yp(k), i = 1, ..., 96

(12)

where yp(k) is the predicted flow for day k as
described in equation (11), and ypat(k, i) is the pre-
diction provided by the 15-min flow pattern consid-
ering the flow pattern class day of week/month of
the actual day k.

Parameter estimation The JQ Method and the
proposed modifications were implemented in sta-
tistical software package R [11] according to the
formulations in this Section. The parameters for
the aggregate ARIMA-based model were estimated
for each DMA case study using the Least Squares
Method and data with no missing values, as indi-
cated in the original approach in [10].

2.4. General testing procedure
Evaluation is the key to assess the actual perfor-
mance of the prediction methods, and splitting data
into training and testing sets is a central part of
this evaluation [14]. The use of a set of indepen-
dent data (test set), but with the same distribution
of the training set, avoids overfitting and allows to
obtain the performance characteristics of the mod-
els. In the scope of this study, the test set corre-
sponds to a section of data that is removed from
the time series data, previous to the application of
a data reconstruction method.

In the TBATS approach, the training set is com-
posed of a window of adjacent data preceding the
test set (in the Forecast Method), succeeding the
test set (in the Backcast Method), or both (in the
Combined Method). In the JQ approach, the daily
distribution patterns are constructed from flow data
enclosed in each month. Therefore, considering that
the test set is contained in a given month, the train-
ing set corresponds to the flow data that is not as-
signed to the test set in that month.

The accuracy of the predictions is determined
by the following performance measures: the root-
mean-square error (RMSE), a normalised root-
mean-square-error (NRMSE), and the mean abso-
lute scaled error (MASE). The RMSE is a simple,
useful measure that allows the figure to have the
same dimensionality as the quantity being produced
[14]. As scale invariant measures, the NRMSE and
the MASE are used when the test requires com-
parison between predictions on flow data from sev-
eral DMAs. These three measures generate a fair
assessment of the prediction accuracy, and are de-
fined as follows. Let yt be the observed value at
time t, and ŷt the corresponding prediction value,
with t = 1, . . . , n. Then

RMSE =

√∑n
t=1 (ŷt − yt)2

n
(13)

and

NRMSE =

√√√√∑n
t=1

(
ŷt−µ̂
σ̂ − yt−µ

σ

)2
n

(14)

with µ and σ as the mean value and standard
deviation of the set of observed values, and µ̂ and
σ̂ as the mean value and standard deviation of the
set of prediction values. Additionally,

MASE =

∑n
t=1 |yt − ŷt|

n
n−1

∑n
t=2 |yt − yt−1|

(15)

where the denominator corresponds to the av-
erage forecast error of a one-step näıve forecast
method, in which the forecast is the previous ob-
served value.
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3. Results
In this Section we will present the results from each
test, beginning with an exploratory analysis of the
data provided for this study.

3.1. Exploratory analysis
The data provided consist of three flow time series
belonging to different DMAs. The flow data corre-
spond to the year 2013 and were measured in m3/h,
with regular 15-min time steps.

As a full-view example, we present the aggregate
daily medians for DMA 3 (see Figure 1).

Figure 1: Flow data from DMA 3 (2013).

Furthermore, by grouping each of the 96 intra-
day values of every day of the year, it is possible
to illustrate the overall daily pattern present in the
flow data (see Figure 2).

Figure 2: Grouped intra-day values of DMA 3.

Moreover, by aggregating these intra-day values
by day of the week and then calculating the corre-
sponding medians, it is possible to depict the typi-
cal daily pattern by day of the week (see Figure 3).
The patterns corresponding to Saturday and Sun-
day clearly represent consumption habits that are
different from the consumption habits on workdays.
The five patterns corresponding to the workdays
nearly coincide throughout the day, indicating very
similar consumption habits. Furthermore, the pat-
terns corresponding to Saturday and Sunday are
also dissimilar from each other.

Figure 3: Patterns of days of the week of DMA 3.

3.2. Test 1: Impact of seasonal effects on
model forecasts

We compared the RMSE of the forecasts generated
by a classic ARIMA model, a Daily (D) Seasonal
TBATS model, and a Daily/Weekly (D/W) Sea-
sonal TBATS model (see Table 1). The ARIMA
model selected was an ARIMA(2, 0, 0)(0, 0, 1)96
model. The models were all fitted on an window size
of 3 weeks beginning in November 2013 of DMA 2,
and the forecast window was set to 1 week.

Table 1: Performance of classic ARIMA, TBATS
(Daily), and TBATS (Daily/Weekly) models.

ARIMA TBATS TBATS
(D) (D/W)

RMSE 3.99 1.81 1.61
RMSE % increase - -55% -60%

The results in Table 1 indicate that the ARIMA
model is unsuitable to this type of data, especially
in comparison to the TBATS models, as there is a
decrease in RMSE of 55% when using the TBATS
model with daily seasonality, and a decrease of 60%
when using the TBATS model with both seasonali-
ties, when compared to the ARIMA model. There-
fore, there is evidence that a model incorporating
both seasonalities is better suited to the flow data.

3.3. Test 2: Impact of window size for
TBATS (D/W) model fitting

This test focuses on the assessment of the effect of
the window size assigned for fitting the forecast-
ing model when conducting the Forecast Method
(and the Backcast Method). The results obtained
from Test 1 (see Section 3.2) indicated that the
Daily/Weekly Seasonal TBATS model is the most
suitable to the flow data. Therefore, this test was
conducted for that model only.

The test was performed for each DMA as fol-
lows. The test set was fixed and assigned a window
size of 1 week. Since the Daily/Weekly Seasonal
TBATS model incorporates weekly seasonality, the
minimum window size for fitting was 1 week. The
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window size for fitting was then iteratively increased
by 1 week, reaching a maximum of 4 weeks.

The overall means of the scale invariant mea-
sures (NRMSE and MASE) were then determined
for each of the 4 predictions (see Table 2).

Table 2: Overall NRMSE and MASE of model fore-
casts, by model fitting window size.

1 week 2 weeks 3 weeks 4 weeks

NRMSE 0.48 0.46 0.46 0.45
MASE 2.53 1.84 1.66 1.70

The overall NRMSE indicates that the model
fitted on 1 week of flow data generally produces
the least accurate predictions, and there is a slight
progressive decrease in the overall NRMSE as the
window size increases. The overall MASE reflects
this as well, although the MASE increases again
when the window size reaches 4 weeks. There-
fore, there is evidence that in order to generate the
most accurate predictions, the Daily/Weekly Sea-
sonal TBATS model should be fitted on flow data
with window size greater than 1 week, and prefer-
ably equal to 3 weeks. However, the overall means
of the NRMSE are very similar, which indicates
that the accuracy of the predictions is not greatly
influenced by the window size for model fitting.

3.4. Test 3: Comparative analysis between
methods in TBATS approach

This test aims at studying the suitability of the
Daily/Weekly Seasonal TBATS model in the Fore-
cast Method, the Backcast Method, and the Com-
bined Method, and was conducted as follows for
each DMA. A test set was fixed and assigned a win-
dow size of 1 week. The window size for fitting the
model was selected according to the results obtained
from Test 2 (Section 3.3), which indicated a window
size of 3 weeks, for both Forecast Method and Back-
cast Method. The two reconstruction methods were
applied, and a third set of predictions was then de-
termined by applying the Combined Method.

The performance measures were determined for
each reconstruction method of the TBATS ap-
proach and for each DMA (see Table 3).

From Table 3 we gather that the Combined
Method effectively generates a set of predictions
that is often more accurate than a simple Forecast
Method or Backcast Method. For DMA 1 in partic-
ular, all prediction errors decreased to their lowest
values when conducting the Combined Method. For
DMA 3, the NRMSE for the Combined Method is
the lowest from all methods as well.

Therefore, the Combined Method is considered a
successful improvement by ultimately generating ei-
ther the lowest or second-lowest error in every case.

Table 3: Performance measures of reconstruction
methods of TBATS approach.

Forecast Backcast Combined

D
M

A
1 RMSE 7.64 7.70 7.39

NRMSE 0.39 0.39 0.37
MASE 1.78 1.75 1.71

D
M

A
2 RMSE 1.60 1.77 1.72

NRMSE 0.40 0.45 0.44
MASE 1.79 1.93 1.85

D
M

A
3 RMSE 3.81 4.69 3.97

NRMSE 0.58 0.58 0.57
MASE 1.46 1.94 1.57

3.5. Test 4: Selection of aggregate daily flow
model for the JQ approach

The aim of this test is to evaluate and compare
the original ARIMA-based aggregate daily flow
model from [10], and the proposed Weekly Seasonal
TBATS model for aggregate daily data reconstruc-
tion. Both models are described in Section 2.3.2.

The original ARIMA-based model was imple-
mented in statistical software R [11] for this study,
in order to ultimately compare its prediction ac-
curacy with other aggregate daily flow models. In
order to reconstruct the aggregate time series data,
the Forecast Method is applied with the selected
aggregate data model.

The test was conducted as follows. First, the ag-
gregate daily time series were determined for each
DMA. A test set was fixed and assigned a window
size of 8 days. Then, both models were applied on
the aggregate data preceding the test set, and both
forecasts were generated. In Table 4 we present the
performance measures regarding both sets of fore-
casts for each DMA.

Table 4: Performance measures for the aggregate
data reconstruction methods.

ARIMA-based Weekly TBATS

D
M

A
1 RMSE 75.63 52.88

NRMSE 0.96 0.53
MASE 1.02 0.70

D
M

A
2 RMSE 29.16 11.91

NRMSE 1.37 0.63
MASE 1.16 0.43

D
M

A
3 RMSE 1149.50 24.95

NRMSE 1.33 1.01
MASE 31.43 1.45

It was found that, in every case, the Weekly Sea-
sonal TBATS model for aggregate daily flow data
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generated the most accurate forecasts. By employ-
ing the TBATS model, the RMSE was successfully
decreased by 30% in DMA 1, by 59% in DMA 2,
and by 98% in DMA 3.

3.6. Test 5: Assessment of robustness in
TBATS and JQ approaches

The aim of this test is to assess the impact of
anomalous events in the accuracy of predictions
generated by the TBATS approach and the JQ ap-
proach. The reconstruction methods analysed for
the TBATS approach were the Forecast Method,
the Backcast Method, and the Combined Method,
with the Daily/Weekly Seasonal TBATS model.
The reconstruction methods analysed for the JQ
approach included the aggregate daily flow model
selected according to the results obtained in Test 4
(see Section 3.5) for the first level (the Weekly Sea-
sonal TBATS model), and for the second level the
measure for constructing the daily distribution pat-
terns was the mean (JQ Method with mean), and
the median (JQ Method with median).

In order to assess model robustness, an artificial
anomalous event was introduced in sections of data
used for training, and the impact in terms of predic-
tion accuracy is subsequently analysed. In the con-
text of network flow data, several types of anoma-
lous events exist. For this study, a reported pipe
burst event with duration of 4 hours is simulated
in the following way. A section of flow data corre-
sponding to a time window of 4 hours is selected,
and multiplied by a factor of 2.5.

The data reconstruction methods are applied to
the flow data before and after the placement of the
anomalous event. By calculating the prediction ac-
curacy before and after, it is possible to assess the
influence of this particular event. In the following
tests, the test set corresponds to a section of flow
data with window size of 1 week (in November 2013,
from DMA 2). An artificial anomalous event was
placed nearby, at a distance of four days following
the test set.

Robustness of JQ approach We determined
the RMSE of the resulting four sets of predictions
(see Table 5).

Table 5: RMSE of JQ Methods, before and after
placement of anomalous event.

Before After % increase

JQ with mean 1.26 1.60 27%
JQ with median 1.26 1.33 6%

We observe that before adding the anomalous
event to the flow data, both JQ Methods generated
predictions with the same error. After placing the

event, the original method (JQ Method with mean)
generated predictions with a 27% error increase. On
the other hand, the proposed adaptation to the JQ
Method (JQ with median) withstood only a 6% er-
ror increase.

Therefore, there is evidence that the proposed
adaptation of the JQ Method is more robust than
the original procedure, as the influence of the
anomalous event is attenuated by the use of a ro-
bust measure (the median). As such, the adapted
JQ Method (with median) is preferable, and it will
be the method used in subsequent comparison tests,
instead of the original JQ Method (with mean).

Although these tests should be further explored
with different types of anomalous events, the re-
sults indicate that the influence of these events on
the adapted JQ Method to reconstruct network flow
data is reduced. Therefore, it is not necessary to de-
tect and remove outliers before data reconstruction,
which simplifies remarkably the data processing ap-
proach.

Robustness of TBATS approach In this case,
it is useful to remember that the predictions of the
Forecast Method correspond to the forecasts gen-
erated by a Daily/Weekly Seasonal model, which
is fitted on a window size of 3 weeks, and that the
anomalous event was not placed therein. Therefore,
the predictions of the Forecast Method will not be
affected by the placement of the anomalous event.

By calculating the RMSE of the resulting six sets
of predictions (see Table 6), we confirm that the
RMSE for the Forecast Method remains unchanged.
Furthermore, the anomalous event caused a 43%
increase in RMSE for the Backcast Method, which
indicates that the TBATS model is weak in terms
of robustness.

The RMSE for the Combined Method, however,
increased by only 30%. By combining the predic-
tions generated by the Forecast Method and the
Backcast Method, the Combined Method success-
fully attenuated the effect of the anomalous event,
even producing the lowest RMSE of the methods,
after placement of the event.

Table 6: RMSE of TBATS Methods, before and
after placement of anomalous event.

Before After % increase

Forecast 2.28 2.28 0%
Backcast 1.67 2.39 43%
Combined 1.75 2.27 30%

In conclusion, since anomalous events could occur
in flow data that could be used for training either
the Forecast Method or the Backcast Method, it is
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not recommended to always choose one method over
the other in the context of an automated flow data
reconstruction procedure. There is evidence that
the Combined Method reduces the overall RMSE,
thus increasing the robustness of the procedure.

3.7. Test 6: Comparative analysis of the
TBATS and JQ approaches

The aim of this test is to compare and decide which
of the data reconstruction methods selected for each
approach is more suitable to the flow data provided.
In this study, we focus on accurately reconstructing
missing data in the short-term. In this comparative
analysis, we perform two kinds of short-term re-
construction: day-long (reconstruction of flow data
with test set window size equal to 1 day) as well
as week-long (reconstruction of flow data with test
set window size equal to 1 week, or 7 consecutive
days). Both tests are performed on each DMA.

The aim of day-long reconstruction tests is also
to verify whether the reconstruction methods gener-
ate accurate predictions regardless of the day of the
week. Therefore, the test is conducted as follows.
For each day of the week, a section of flow data
corresponding to that day is randomly selected as
the test set. Then, the selected methods from the
TBATS and JQ approaches are applied, thus gen-
erating two sets of predictions for each day of the
week. The performance measures are determined,
and the process is repeated for each DMA.

For week-long reconstruction, a random week is
selected as the test set. Then, the selected methods
from the TBATS and JQ approaches are applied,
thus generating two sets of predictions for each day
of the week. The performance measures are deter-
mined, and the process is repeated for each DMA.

For this test, we used two flow data reconstruc-
tion methods. The first method corresponds to the
more suitable method of the TBATS approach, as
determined by the results of Test 1 (see Section 3.2),
Test 2 (see Section 3.3), Test 3 (see Section 3.4),
and Test 5 (see Section 3.6): the Combined Method
(with Daily/Weekly Seasonal TBATS model).

The second method corresponds to the more suit-
able method of the JQ approach, as determined by
the results of Test 4 (see Section 3.5), and Test 5
(see Section 3.6): the JQ Method (with aggregate
Weekly Seasonal TBATS model and median).

Day-long reconstruction By calculating the
mean NRMSE and mean MASE of the predic-
tions for each day of the week and for all DMAs
(see Figure 4), we observe that on the weekends
both NRMSE and MASE are much higher for the
TBATS approach than for the JQ approach.

Figure 4: Overall NRMSE and MASE of predictions
for each day of the week.

On the other hand, the TBATS approach gener-
ated relatively better predictions overall for Mon-
days, Tuesdays and Wednesdays. However, the JQ
approach ultimately generates results that are more
consistent throughout the week.

Week-long reconstruction The performance
measures resulting from the application of the JQ
approach and the TBATS approach on the selected
week (for each DMA) are presented in Table 7.

Table 7: Performance measures of JQ and TBATS
approaches for the selected week.

JQ approach TBATS approach

D
M

A
1 RMSE 4.94 7.75

NRMSE 0.22 0.34
MASE 1.26 1.94

D
M

A
2 RMSE 1.21 1.72

NRMSE 0.30 0.44
MASE 1.38 1.85

D
M

A
3 RMSE 3.77 3.79

NRMSE 0.56 0.61
MASE 1.49 1.45

From Table 7 we observe that the JQ approach
generated ultimately better predictions in each
case, although in DMA 3 the errors were very sim-
ilar. We conclude that for longer gaps in flow data,
the JQ approach is preferable to the TBATS ap-
proach.

4. Conclusions
In this study we have implemented and modified an
existing two-model reconstruction method that has
been shown to generate good results in water flow
data [10], as well as devised a new reconstruction
method based on the multiple seasonality forecast-
ing model TBATS [4].

The results obtained from comparative analysis
indicated that a double seasonal TBATS model is
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better suited to flow data than models that incorpo-
rate only the daily seasonality. We concluded that
this model should be fitted on windows of flow data
with size greater than 1 week. Furthermore, the
proposed Combined Method of forecast and back-
cast predictions effectively generated good results,
and was shown to reduce the influence of anomalous
events on the predictions. This finding enables the
application of a new approach for data reconstruc-
tion and is especially useful for off-line analysis.

Regarding the JQ approach, two modifications to
the original two-level procedure were proposed. The
proposed Weekly Seasonal TBATS aggregate model
effectively generated predictions that were more ac-
curate than the original aggregate model, in every
case. Furthermore, the results from the robustness
test indicated that the measure used to build the
daily distribution patterns could be improved upon,
by replacing the mean with the median.

The most suitable method in each approach was
selected based on the tests: the Combined Method
(with Daily/Weekly Seasonal TBATS model) for
the TBATS approach, and the JQ Method (with
Weekly Seasonal TBATS model and median) for the
JQ approach. The results obtained from the com-
parative analysis indicated that the JQ approach
generated predictions that are more accurate over-
all than the predictions of the TBATS approach.

Regarding future work, it would be interesting to
employ these data reconstruction methods toward
data validation and detection of anomalous events.
Although the proposed modifications to the recon-
struction methods effectively increased their robust-
ness to anomalous events, it is likely that the predic-
tion accuracy would improve by performing a data
validation step beforehand.

Furthermore, besides being used for reconstruct-
ing historical flow data, the Forecasting Method can
be applied to online flow data reconstruction, in
which the model is fitted to the most recent flow
data available.

Additionally, the methods described in this dis-
sertation can also be applied to other kinds of time
series data, such as electricity load, waste water,
and energy data, which present similar properties
to water consumption flow data.
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